


FOREWORD

The Statistical Report Series consists of research carried out by the staff
and consultants of the Economics Office.  The purpose of the Series is
threefold. First, it deals with studies on the quality and comparability of
the data compiled by the Bank from national sources in its member countries
and data prepared by international organizations. Second, it attempts to fill
information gaps by deriving new statistical series from available data.
Third, it presents new applications of statistical methods for use in the
Bank's operational work.

The Statistical Report Series is distributed mainly to the Bank staff.
However, the reports are also available to individuals and organizations in
the Bank's member countries upon request.

Burnham 0. Campbell
Chief Economist
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ABSTRACT

The experience with a number of analytic household sample
surveys is recalled to explain why the analysis of such surveys often
takes too long to complete, and with much higher sampling errors than
expected. A major reason for this is hasty choice of sampling
procedure with little or no consideration being given to ease of data
processing and analysis.    The result usually is a complex sample,
the proper statistical analysis of which would have to be
correspondingly complicated.   The irony is that in the end the
researcher often is compelled to proceed as if the sample were "simple
random", an assumption which can potentially lead to serious
inferential mistakes. Moreover, sampling procedures that look good in
theory can perform disappointingly in developing countries. One
example of this is the use OX., stratification on the basis of
imperfect prior information which causes misclassification of units.
Another is stratification in terms of a dynamic variable in time
series surveys in which units migrate in and out of strata.
These errors and changes in classification complicate the analysis and
render the estimates less precise.
Two of the cases discussed are project benefit monitoring and
evaluation (PBME) surveys of ADB-assisted irrigation and drainage
projects. A third PBME survey is used to illustrate a sampling design
approach that simplifies data analysis and reduces the sampling error
of estimates.    Its main features include use of extensive numerical
experimentation with available background information as the basis for
choosing an efficient sampling procedure, and use of replicated
systematic sampling to draw a self-weighing sample.

KEYWORDS: analytic surveys, domain, misstratification, project
benefit monitoring and evaluation (PBME), replicated
sampling, replicated systematic sampling, stratification.



I. INTRODUCTION

A. Surveys, Surveys Everywhere

Outside of a few market research firms, it used to be that
governments had a monopoly on censuses and surveys in developing countries
(DCs) in the Asian region.  Data users, particularly researchers, were
content with secondary sources and thus - others argue - they had more time
to reflect on their main problems.

The "survey bug" began spreading among DC scientists sometime In
the late 1950s or early 1960s.  It is likely that the germinal idea was
picked up by the many students from DCs who went to western schools which
tended to have graduate programs in the social sciences - particularly
applied economics and sociology - that encouraged the use of survey data in
research.        These early graduates had high multiplier effects since many
of them went into teaching, thereby replicating their training.  Also, there
was synergism between this orientation and the low cost of doing sample
surveys in DCs. Further, as more resources became available for research and
development projects directed towards low-income groups, e.g. small farm
development, integrated rural development, development of bypassed areas and
the like, it became fashionable to work with data about the farmer and his
household, the landless worker, the urban slum dweller, etc. Researchers who
could not avail of detailed household level data (e.g. for reason of
confidentiality of individual government census and survey returns) began to
collect their own data to suit their particular needs. Indeed, the demand for
household data has so risen that - in the Philippines at least - traditional
accounting firms and new outfits have Joined the market by proposing to
undertake research programs with surveys or by offering their services to do
other researchers' surveys.

In recent years, government bodies charged with planning and
implementing development projects, and external agencies which help fund
these have done much to increase the demand for surveys.  We refer to project
or program monitoring and evaluation (M & E) which is increasingly being
required by these agencies.  Operationally, M & E, say of an integrated rural
area development project, requires a schedule of data collection activities
during the project cycle, often from a sample of household beneficiaries.
Since projects of this type last anywhere from 5 to 15 years from start to
full development, M & E surveys overlap and grow in number with time.
A quick count of multilateral and government agencies requiring M & E of the
projects they fund should point to a snowballing effect in the number of M &
E sample surveys in the years to come.  Thus, in addition to surveys mandated
to government statistical bodies, more have become obligatory (e.g. M & E
surveys), or expected.  In the Philippines, for examples there is an alarming
trend among research proposals in agricultural economics toward basic data
collection through rural household surveys, lest by some convoluted reasoning
those proposals that suggest utilizing data from secondary sources tend to be
judged incomplete and ill-conceived - and denied funding.  The increased
demand for surveys has not been matched by growth in survey sampling and data
processing expertise.  The researcher-statistician-data processor troika
necessary to carry out a successful survey often is incomplete - if success
means completing the data analysis on time, within tne budget and with
results meeting prescribed levels of accuracy.      The researcher usually
plays survey statistician in the latter's absence, or more truthfully, in the
belief that he is a competent survey statistician; sometimes he also has to
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do his own data processing.  Although such an arrangement can be educational,
the outcome often is less than satisfactory: sampling design by rote;
simplistic statistical analysis assuming "simple random sampling", thereby
ignoring the complexities of the final sample; and protracted data
processing.    Mix these with a sample of moderate size and a propensity
toward hefty questionnaires, and what we have is a recipe for massive amounts
of data that are poorly processed, scarcely analyzed, or worse, hardly worth
the trouble of analyzing at all.

B. About the Paper

This article was spurred by recent experience in trying to help
analyze data from analytic household surveys, during which earlier suspicions
that the same problems persist in this type of surveys were reinforced.
There are two broad problems:  (a) The sampling designs commonly used that
look good and straightforward in theory can perform disappointingly in DCs
for two reasons: (1) they are quite sensitive to errors in design (e.g.
stratification) variables, which render them imprecise,1 and (2) they result
in complex unbalanced samples which lead to complications in data analysis.
(b) The complex sample is often treated like a "simple random sample" during
analysis, an oversimplification which can potentially lead to serious
inferential mistakes.

The fact that these problems are perpetuated suggests that they
have gone largely ignored or else they have been misunderstood by survey
practitioners and data users. And one could not possibly begin to think of,
much less appreciate, solutions to an unperceived problem. Hence, an ample
part of the paper is an attempt to explain, through actual cases, the nature
and consequences of these problems.  After presenting illustrative sample
surveys In section 11, section III concentrates on the stratification aspect
of sampling design (for the reasons explained there), and discusses briefly
why and how stratification is used, and what it is supposed to accomplish.
In section IV, we go back to the actual surveys and point out the real
results and consequences of the stratification procedures used. Section V
presents an approach to the analysis of a sample survey complicated by
misstratification and movement of units across strata.  The resulting
weighted estimates are compared with the unweighted estimates obtained under
a simple random sample assumption.

Finally, in section VI we make the plea for simple sampling
designs which allow easy but sound processing and analysis of data. An
example which may be described as a replicated self--weighing sampling design
is used on an M & E survey.     The results show that it can be relatively
robust to errors in design variables, that it permits easy but theoretically
valid statistical treatment of the sample, and that it yields more precise
estimates than the more commonly -employed sampling designs.

                                                
1 Throughout the paper precision is measured in terms of the (low) sampling

variance of estimates, or of the standard error, a term which is used
interchangeably with sampling error.
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II. THE SURVEYS

Five sample surveys with varying degrees of detail will be used
as case studies.    All happen to be rural household surveys for no special
reason other than that they form the set which the writer had been involved
in during the last four years.

The Asian Development Bank encourages monitoring and evaluation
of the likely benefits that Bank-assisted projects provide to intended
beneficiaries.    Guidelines   (1980, 1984) have been prepared specifying how
such M & E, called project benefit monitoring and evaluation (PBME), is to
proceed. For agriculture and rural development projects, time series data are
collected in and around the project area through sample surveys.  The first
of these, the benchmark survey, is conducted before project implementation
usually during project appraisal or feasibility studies.  This is followed by
monitoring surveys done every crop season during project implementation,
which usually use a subsample from the benchmark sample of households.
Next is a provisional evaluation survey done on completion of the project,
which is followed years later (at full project development) by a final impact
evaluation survey.

Three of, the five surveys discussed here are PBME benchmark
surveys. One is for the Tulungagung Drainage Project in Indonesia, with a
sample of 650 households out of more than 90,000 households spread in 150
villages over 30,000 hectares.2  The second survey, which is discussed in
greater detail, is for the Davao III Irrigation Project in Southern
Philippines, with a sample of 245 farm households out of 6,800 residing in
the project area.3  The third is a survey for the Mal River Irrigation
Project also In Davao province, Philippines, and is used to illustrate an
alternative sampling design (in Section VI).

The other two are from the International Rice Research
Institute's (IRRI) three-country research project on the Consequences of
Small Farm Mechanization, the primary objective of which was to assess the
eftect of rice farm mechanization on production, income and rural employment.
The data was collected mainly through a series of crop season sample surveys.
The Nueva Ecija province (Philippines) surveys will be used here.     The
three other sets of surveys, namely West Java (Indonesia), South Sulawesi
(Indonesia), and Suphanburi Province (Thailand), have similar
stratifications, both intended and real; hence only the first of these will
be used.4

                                                
2 Details of the Tulungagung survey are given in David (1982a) and the

comprehensive report of the PBME research team (1981).

3 A detailed account of the Davao III survey is given in David (1982b).

4 Details of the sampling procedures are documented in the research team's
Operations Handbook (1982); the Nueva Ecija surveys are also described in
Lim (1982).
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III. ON SAMPLING DESIGNS FOR ANALYTIC SURVEYS

A. Dichotomy of Surveys

Sample surveys may be classified into two types according to main
purpose. Those which have as their main object the assessment of the
characteristics of the sampled population or parts of it - usually through
point estimates such as means and ratios and their sampling errors - are
called descriptive or enumerative surveys.  Many large surveys done by
national statistics offices fit this category.  Those that are used mainly to
analyze relationships - for example, to compare means of subpopulations, to
fit regression models and to test 'hypotheses - are called analytic or
investigative surveys.  The five surveys mentioned in the previous section
fall in this latter group.

The choice of sampling design may vary with the type of survey to
be done. With few exceptions, the designs found in standard textbooks were
developed for descriptive surveys the goal of which Is, subject to budgetary
and other resources constraints, to minimize the sampling variance of point
estimates.   Toward this end, auxiliary information is used in a variety of
combinations - e.g. stratification, probability proportional to size (pps)
selection, multi-stage and multi-phase sampling.  However, with the possible
exception of stratification, these variance-reducing techniques generally
make sampling more complex in the sense that the resulting sample deviates
further from a simple random sample (srs),5 thereby requiring the use of more
complicated (e.g. weighted) estimates.  Also, the theoretical underpinning of
inference procedures based on more complex sampling designs and estimates
have yet to be sufficiently developed, although research in this area has
proceeded at a fast pace during the last 20 years. For example, the sampling
distributions of non-linear statistics such as correlations, regression
coefficients and t-ratios are extremely complex and still largely
intractable. There are also empirical reports that demonstrate that the
common practice of assuming complex samples to be srs or lid samples can lead
to serious mistakes. (see e.g. Kish and Frankel, 1974).

An expert could take advantage of the full array of available
sampling and estimation techniques and come up with a logical, sound and
practical design for an analytic survey. However, generally, given the
shortage of statistical know-how and computing facilities in DCs, prudent
advice would be to exploit stratification heavily, almost exclusively, to
increase the likelihood of drawing a preferred sampler  (see next subsection)
that is as close as possible to being a simple random sample. This is the
reason why the ensuing discussions concentrate on stratification.

                                                
5 With finite populations, srs is defined as sampling without replacement

wherein in each draw the remaining units are given equal chances of
selection.      In mainstream statistics, srs is any procedure which make
the sample units Independent and identically distributed (iid) as the
population from which they came. The only way to draw an iid sample from a
finite population is to choose with replacement with equal probability
each time. srs and iid sampling become asymptotically equivalent as
populations become large.
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The same sort of advice holds for data analysis.  A simple
estimation procedure should be the goal in both types of surveys.
A simple estimation procedure is also a necessary condition for expedient
processing of massive data from descriptive surveys.  It might sound
surprising that many analytic surveys with samples between 200 and 600
households get bogged down at the data analysis stage. One reason for this is
the sampling design, the choice of which more often is made without
simplified data analysis in mind.  Other reasons are unanticipated data
collection problems and long questionnaires, which together can make data
cleaning a long draw-n-affair.

B. Stratification in Theory

Consider a hypothetical population of eight households: The

number of possible simple random samples of size 4 is 70
4

8 =




  and each has

probability 1/70 of being chosen. But if the eight units are split into two
equal-sized strata and two units are drawn from each, the number of

possibilities is reduced to 36
2
4

2
4 =





•





 , each with a selection probability of

1/36.  Stratification gives zero selection probability to the 34 other
samples.  Presumably, the sampler has reasons to prefer having one of the 36
samples, thus their selection probabilities are raised, and at the same time
he makes certain that not one of the 34 he does not prefer will be drawn.

Note that although some combinations of units (samples) have zero
selection probabilities, the population units individually still have
positive probabilities of inclusion in the sample.  Also, while
stratification gives the sampler some control over the assignment of
selection probabilities to the possible samples, it also allows him much
flexibility.   For example, various strata sizes and sample allocations give
different partitions of the sample space into preferred and non-preferred
subspaces.  Additionally, the use of different sampling schemes among strata
permits the setting of a preference scale (i.e. varying probabilities) within
the subspace of preferred samples (although this last point is of more
relevance to descriptive surveys).

Thus, stratification is a widely used technique for controlling
the selection process in such a way that "preferred samples" are assigned
larger and the rest smaller (sometimes zero) chances of being drawn.
This, however, is still done within the scope of probability sampling, i.e.
subject to the condition that every unit of the population has a positive
probability of inclusion in the sample, and this probability is knowable
beforehand.

The purpose of the survey should somehow determine which samples
are to be preferred and which are not.  Although conflicts may arise in
multi-variable surveys in which some of the variables are not correlated or
may even be inversely related, preferred samples in general are those that
(a) give estimates with lower sampling errors, (b) are suitable for the
proposed analytical procedures, and (c) are amenable to easy statistical
analysis.

Theoretically, stratification of the population - or more
precisely, of the sampling frame - can effectively lower sampling errors,
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with the extent of reduction (relative to not stratifying) being dependent on
how well we succeed in forming each stratum out of units that are as alike as
-possible, with likeness reckoned in terms of the observed values of
stratification variables. Hence farms are routinely grouped by crop type
(rice, corn, ...), size (small, medium, large), or water management
(irrigated, not irrigated); non-farm households may be classified by level or
source, of income or by number of members.         In principle, the internal
variance of these strata will be small and the variance between them will be
large, but the latter drops out of the sampling error of estimates since the
strata are sampled independently.

Further reduction in sampling error is possible by allocating the
total sample to the strata in some optimal manner, for example, proportionate
to NiSi where (Ni) and (Si) are the strata sizes and standard deviations,
respectively.  Here again, the (Si) are computed a priori from some design
variable, possibly the stratification variable as well. A popular alternative
is allocation in proportion to the (Ni) only, which in single-stage
stratified srs leads to equal selection probabilities for all the population
units.  The sample becomes "self-weighing" and the estimation of means and
totals proceeds as if one has a single srs. Also, the sample comes closest to
being an independent, identically distributed (iid) sample, a key and often
stringent assumption in many statistical techniques applied to survey data,
e.g. ordinary least squares regression, analysis of variance and analysis of
contingency tables.

What suits (a) usually serves (b) well also.  For example,
grouping households by income level or some proxy variable into low, medium,
and high income strata and drawing a sample from each would lower sampling
variances of estimates for variables substantially correlated, with income.
The procedure also guards against drawing, say, a sample that has no high
income households. The latter type of sample is non-preferred in many ways:
it underestimates the median income, it does not allow a comparison of mean
Income among groups, and a fitted regression from it with income as a
dependent variable will be subject to truncation bias (see e.g. Amemiya,
1982).

If strata are composed of subpopulations for which separate
estimates are desired, computations are simplified greatly by the fact that
the subpopulations (also called domains) are sampled independently; hence
their estimates are uncorrelated.  This is an important practical
consideration since, as will be shown in Section V, estimation and inference
concerning domains that cut across strata boundaries can be a tedious affair.

IV. STRATIFICATION IN PRACTICE

The message here is this: in DCs, stratification usually means
grouping sampling units on the basis of imperfect prior information, the
effect of which nullifies the purpose for stratifying in the first place.

A. Stratification of Primary Sampling Units

A typical household survey in the Asian region usually involves
sampling in two, sometimes three, stages: district or town, village or
enumeration area, and finally, the household.  The higher-stage units often
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are stratified based on geographic contiguity, and on information from past
censuses or administrative records.

The Nueva Ecija surveys which were conducted in 1979-1980
employed a two-stage sampling procedure (not counting the towns) with
stratification at both stages.     In line with the objectives of the
project, the surveys focused deliberately on two towns only, Cabanatuan and
Guimba, which were found to have suitably large areas of rice under different
levels of water management and-methods of land preparation. Based on data
from the Bureau of Agricultural Economics' (BAECON) 1976 barangay (village)
census, the rice-growing villages of each town were divided into four strata
according to main source of water (rainfed, irrigated) and number of tractors
(less than five - low mechanization, five or more - high mechanization).
The idea was that f our sample villages per town - one chosen at random from
each stratum - should be adequate to supply sample farm households which
possess sufficient variations to allow comparison of the main effects of, as
well as interactions between, mechanization and irrigation.       The strata
and sample villages are shown in the first two columns of Table 4.1.

Table 4.1. Sample Villages, Nueva Ecija Survey

Town/Stratum 1976 BAECON Census 1979 Household Census

Cabanatuan

Rainfed, low mech. Kalikid Sur Kalikid Sur
Rainfed, high mech. Lagare      -
Irrigated, low mech. Caalibangbangan Caalibangbangan
Irrigated, high mech. San Isidro San Isidro, Lagare

Guimba

Rainfed, low mech. Galvan Galvan
Rainfed, high mech. Burol San Andres
Irrigated, low mech. Narvacan Narvacan
Irrigated, high mech. San Andres Burol
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The BAECON data-based stratification was compared with the
(factual) classification based on 1979 information obtained from a complete
enumeration of households, shown in the last column of Table 4.1.  The
results revealed changes in classification in three of the eight villages:
Lagare in Cabanatuan, and Burol and San Andres in Guimba.  These recorded
changes could have been due to genuine changes in the values of the
stratification variables, but response errors in the 1976 data and
differences in data definitions between the two sources are more likely
explanations.6

In either case, mis-stratification reduces the utility of data.
It can spoil carefully conceived sample allocation plans both for the first
and second stage units.      For example, since Lagare village turned out to
be irrigated instead of rainfed, a comparison in Cabanatuan between low-
mechanized rainfed and high-mechanized rainfed farms would be constrained by
a smaller sample, or what amounts to the same thing, high sampling errors.
Moreover, unless adjustments are made at the last stage of sampling, the
final sample size for rainfed farms (nr) would likely be much less than for
irrigated farms (nI), and this would affect the variance of the difference
between group means,

nnx
i

i

r

r

ixr

σσσ
22

2 +=−

where 2
rσ  and 2

iσ  are the variances   of  the rainfed and irrigated farms,
respectively.   When these two variances are the same, equal allocation ( )nn ir

=

will minimize 
xixr

−2σ  . An allocation in which nr is much less ni is preferable

only if 2
rσ  is proportionately much smaller than 2

iσ .

Notice from Table 4.1 that the two villages, Burol and San Andres
in Guimba town switched strata.  Outwardly, the effects of this
“compensating" misclassification may not look as adverse as the one-sided
case in Cabanatuan. However, both types make the analysis of the data more
complicated and the sampling variances higher than if all units were
correctly classified.   Numerical illustrations of this are presented in
section V.

                                                
6 The BAECON data were obtained by interviewing village heads (barangay

captains), while the 1979 enumeration had household heads as respondents.
Earlier comparisons of data from these two respondents (see David, 1978
and Damasco and Besa, 1979) confirmed the existence of large differences
mainly due to deviations in concepts and plain respondent errors,
especially on the part of the village heads.    Aside from being asked to
hazard guesses on some occasions in their responses, the village heads
also tended to refer to farm areas located within the village boundaries,
whereas household heads gave their operational holdings irrespective of
where the-se were situated.
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B. Stratification of Households

Household frames are harder to get, costlier to construct, and
more subject to time-induced changes and errors than village lists. In two-
stage sampling the usual procedure, as in the Nueva Ecija surveys, is to list
all households in the sample first-stage units. This list serves as the frame
from which the sample households are chosen.

The Tulungagung (Java) drainage project area covered 1,209 census
blocks-.7    For the first-stage sample of the PBME benchmark survey, an srs
of 600 census blocks was chosen. The households in these selected census
blocks were completely enumerated and- asked a few questions, one of which
was whether the household experienced flooding during the previous year.
The result was a frame of 41,544 enumerated households, which was used to
construct two strata: flooded (12,497) and not flooded (29,047) households.
Six hundred and fifty srs households were drawn from these two strata
respectively.  About two months after the enumeration, in September-October
1980, the benchmark survey was conducted which allowed more detailed
information on flooding incidence, including flooding experience in the
previous year, to be obtained from the 641 sample households who responded.8
Table 4.2 compares the flooding incidence as reported during the household
frame construction and during the benchmark survey. Note that only about half
of those in the flooded stratum (308/592) were classified as flooded during
the main survey; on the other hand, about one-fourth of those in the not
flooded stratum (13/49) should have been labelled otherwise.

                                                
7 As the name suggests, census blocks are areas that were created

artificially by the Central Bureau of Statistics (Indonesia) for purposes
of census taking.  Every village is divided into two enumeration areas
distinguishable by natural boundaries; these enumeration areas are
subdivided further into census blocks, each of which has about 100
households on the average.

8 The non-response rate of 9 out of 650 is low, which is characteristic of
rural household surveys in developing Asian countries.   Moreover, the
main reason for these non-responses was that they could not be located in
the sample census blocks in which they were supposed to be residing, most
probably because they actually belonged to other census blocks.   This
problem of misreporting of households is to be expected whenever the
creation of uniform-sized clusters is attempted at the central office by
drawing lines on maps.  The Philippines' Bureau of the Census and
Statistics encountered similar problems when it established enumeration
districts which were first used in the 1970 population and 1971
agriculture censuses.  Casley and Lury (1981) cite several similar cases
from their African experience which made them conclude that the precision
gained from such artificially-created clusters is offset by the increase
in non-sampling errors.
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Table 4.2. Frequency Distribution of Sample Households
by Flooding Experience, Tulungagung Survey, 1980

From Household From Benchmark Survey
Frame Flooded Not Flooded Total

Flooded 308 284 592

Not Flooded 13 36 49

Total 321 320 641

Stratification by  flooding incidence was resorted to (a) so that
the chances of having a sample with both flooded and not flooded units was
certain, (b) so that separate estimates for these two strata could be easily
computed, and (c) since these estimates would have lower sampling errors
relative to non-stratified sampling estimates. That (b) is lost is obvious
here: one has to cross over both strata in order to compute an estimate for
either flooded or not flooded households. Consequently, the sampling variance
of a difference (in means, say,) between flooded and not flooded households
involves a covariance term, making computations more complex than if the
households were correctly classified.   The problem is computationally
equivalent to estimation methods for subclasses or domains whose elements cut
across strata boundaries (see e.g. Kish, 1965, pp. 132-139).  (As mentioned
previously, a more detailed treatment is presented in section V.) Item (c) is
forgone as well, as the numerical examples of subsection IV.C and section V
will show.

What could have caused these many discrepancies between the frame
and survey data?      We cite two main reasons from experience. First, owing
to their sizes, frames or lists are done in a hurry, and any member of the
household who in the judgment of the enumerator is "knowledgeable" serves as
the interviewee; this is in contrast to the survey proper in which more
probing cross-validating questions are asked, and the head of the household
is usually the designated respondent. Second, the survey teams regard
sampling frame preparations as preliminaries, reserving more thorough and
careful work for the main survey.9 This latter effect is stronger if the
survey teams get the Impression that sampling frame information is not used
in computing estimates, which of course is not necessarily true: frame data
become among other things the bases for stratum weights, selection
probabilities and values for the auxiliary variables in ratio and regression
estimation.

                                                
9 The same treatment is given to what enumerators get to know as “rider"

questions.    In the Philippines, for example, where the population census
is always done one year ahead of the agriculture census, the practice has
been to attach a rider questionnaire to the former, which serves as the
sampling frame for the latter. Continued neglect of the rider frame
finally made the National Census and Statistics Office give up the
practice in the 1980-1981 censuses.
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If the stratification variables change values quickly, the frame
may be inaccurate the moment it is completed.    This happened in the IRRI
mechanization consequences surveys in which farm households, were stratified
by type of power used for land preparation (animal, tractor, or some
combination of the two).     These are classifications directly relevant to
the objectives of the research project; however, the frequency and ease with
which farmers switched from one type of power to another from one season to
the next may have been unanticipated.  The case of the Nueva Ecija surveys is
discussed in section V in conjunction with the discussion of the effects that
changes in classification exert on data analysis. This case is very similar
to that of the West Java mechanization survey discussed below, and for that
matter, to the other IRRI mechanization surveys in South Sulawesi and
Thailand.

Table 4.3 presents information relating to the West Java
mechanization consequences surveys.   The first three columns show the
strata, stratum sizes and sample allocation based on a household listing in
early 1979.  In brief, the listed households were grouped according to the
type of power used for primary and secondary tillage: manual (m), animal (A),
own tractor (OT), hired tractor (HT), and manual and animal (MA). A sixth
group composed of landless workers (L), i.e. households that do not operate
farms, but which earn a living as hired farm workers, was also included.
Sixty households were selected from each group using srs, and the same sample
was retained for the next three crop season surveys. However, the actual
sample distribution during the following three seasons not only differed
widely from the initial equal allocation, but also from one another as well
(see the last three columns of Table 4.3). For instance, the number of
manually cultivated (i.e. man and hoe) rice farms increased from 60 to 217
during the 1979 dry season. When traced to the original sample composition
this change is accounted for as follows:

217 new M = 60 original M
-  2 who shifted to HT
+ 57 who shifted from A
+  5 who shifted from OT
+ 42 who shifted from HT
+ 55 who shifted from MA

In addition, new classifications emerged; namely, manual + tractor, animal +
tractor, and manual + animal + tractor.   This posed new problems in
analysis.    For example, had there been no movement of households, the
simple average of the sixty sample observations (of a variate x) in stratum H
would be an unbiased estimate of the mean of that stratum; the sampling
variance is just as easily obtained.    On the other hand, an unbiased
estimate of the mean of stratum M during the 1979 dry season is a weighted
average of the 217 sample observations, the weight of each observation being
the relative size of the stratum from which it originally came.   Simplifying
the analysis by applying a common weight to each observation (i.e. an
unweighted estimate) biases the estimate because of the large differences in
the stratum sizes. The problems become more complex when two strata are to be
compared, or when a regression model is to be estimated.  These complications
figure prominently in delays in bringing surveys to successful conclusions.
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Table 4.3. Household Stratification, Initial Sample Size,
and Final Sample Sizes, West Java Surveys

Actual Sample Size, By Crop SeasonType of Power (Stratum) Stratum
Size

Initial
Sample Size 1979 Dry 1979/80 Wet 1980 Dry

Manual (M) 584 60 217 55 161
Animal (A) 181 60 1 75 1
Own tractor (OT) 66 60 55 68 65
Hired tractor (HT) 254 60 26 49 38
Manual + animal (MA) 77 60 1 25 2
Manual +  tractora 0 0 0 4 22
Animal +  tractora 0 0 0 8 0
Manual +  animal + tractora 0 0 0 1 0
Landless  worker (L)   404b 60 60 74 69

Total 1,565 360 360 359c 358d

a These cells were empty in the initial population and sample.

b These are households that do not operate farms, but which earn a living as
hired farm workers.

c One landless worker respondent died.

d One respondent in stratum (A) moved out of the study area.

C. Stratification of Farm Households by Size of Landholding

This is commonly done to ensure representation of different farm
sizes in the sample and to reduce the sampling error of production, area and
yield estimates. The usual practice is to create strata - e.g. small, medium
and large - with boundaries set more or less arbitrarily at integer values,
based again on interview data from a list or census of households.  There are
two problems with this method of stratification.

One, 6,hich may be peculiar to the Philippines, has to do with
the respondent predilection to give landholdings in whole numbers (and to a
lesser extent in multiples of one-fourth and one-third of a hectare). The
frequency distribution of landholdings from the Davao III project list of
households shown in Table 4.4 is a typical example: Close to one-fifth of the
responses are "one" hectare, and one-third of the responses are either "one,"
"two" or "three" hectares.  This bunching causes a downward or upward bias on
(stratified) estimates depending whether the integer boundary is counted in
the previous stratum or the following one. For the same reason, the bias
persists in (grouped) estimates computed from frequency distribution tables.
As an illustration of this, consider estimating the mean and standard
deviation (the true values of which calculated from the individual
observations are µ = 2.56 and � = 3.26) from the two frequency distributions
in Table 4.5, which differ only in the choice of class (stratum) boundaries.
The left half shows the frequency distribution of the same landholding data
using the class intervals 0.01 - 0.99, 1.00 - 1.99, ..., with the
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corresponding mid-points (xi) and frequencies (fi). These give the mean µl
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Note that µl overshoots the actual mean by 10 per cent.  The bias increases
if more and finer class intervals are used and decreases if some classes are
merged. On the other hand, the right half of Table 4.5 is different from the
left half only in that the integer lower boundary of each class interval is
made the upper boundary of the preceding one, i.e. 0.01 - 1.00, 1.01 - 2.00,
....  Notice, however, the remarkable changes in the fi.  The mean µr = 2.33
this time understates the actual mean by 9 per cent. The standard deviation
is �r = 3.12.  Both �l and �r a exhibit small but negative biases; in each
case This is largely due to understatement by the last open interval of the
contribution of large units.

Table 4.4. Frequency Distribution of Landholding Showing the
Bunching of Responses at Integer Points, Davao III
List of Households

Landholding
(Hectares)

Number of
Households

Landholding
(Hectares)

Number of
Households

0.01-0.24a 85 1.00 1,225
0.25 347 1.01-1.99 927

0.26-0.49 63 2.00 701
0.50 771 2.01-2.99 323

0.51-0.74 44 3.00 379
0.75 363 Over 3.00 1,541

0.76-0.99 36 Total 6,805

a Households with landholdings of less than 0.01 hectare are classified as
non-farm households.
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Table 4.5. The Effect of Integer Boundary Placements on
Frequency Distributions, Davao III

Landholding
(Hectares)

Midpoint ƒ1 Landholding
(Hectares)

Midpoint ƒ1

0.01-0.99 0.505 1,709 0.01-1.00 0.505 2,934
1.00-1.99 1.495 2,152 1.01-2.00 1.505 1,628
2.00-2.99 2.495 1,024 2.01-3.00 2.505 702
3.00-3.99 3.495 539 3.01-4.00 3.505 404
4.00-4.99 4.495 350 4.01-5.00 4.505 426
5.00-6.99 5.995 525 5.01-7.00 6.005 293
7.00-8.99 7.995 184 7.01-9.00 8.005 136
9.00-11.99 10.495 146 9.01-12.00 10.505 163
12 and over 16.783a 176 over 12.00 19.074a 119

a Actual mean of the individual observations in the class.

The choice of the integer boundaries also affects the sample
allocation among the strata.   In the Davao III household frame, for example,
all farm households with landholdings of less than three hectares were put
into a small stratum (N1=4885), those with three to seven hectares inclusive
were classified as medium (N2= 1502) and those with over seven hectares
belonged to the large stratum (N3=418).  If, hypothetically, 245 sample
farm     households      were      allocated proportionately to the sizes of
the strata, the allocation is [176, 54, 15).   If, however, the strata were
redefined ever so slightly - by taking out "3" hectares from the medium
stratum and putting it in the small stratum - the sizes are N1=5264, N2=1123
and N3=418 and the allocation is then (190, 40, 15).  This is all right,
arithmetically. But it grates against common sense to find that a decision to
make the single' point "3" the end-point of a stratum or not means gaining or
losing 6 per cent of the total sample from that stratum.10

A more serious problem is mis-stratification due to errors in the
frame data. To continue with the Davao III example, a comparison of the
stratification based on the frame of households and on the classification
from the benchmark survey data showed only a 78 per cent match (see Table
4.6).      It is not difficult to imagine what effect the 53 misclassified
sample units will have on the sampling error of estimates.    Consider for a
moment the 87 sample units stratified as small (second column of Table 4.6).
Had all of the 87 sample units truly been of small size, the estimate of the
variance of, say, average paddy production per farm household in the stratum
would have been correspondingly small.      However, the eight sample units
that were, 3n fact, medium sized, and the one unit that was, in reality,
large did not allow this to occur. This was in fact the main reason why the
precision of estimates did not live up to the target levels.  In general, the
effect of errors such as this is much worse for estimates of totals such as
aggregate production and area, but less so for ratios such as yields.

                                                
10 The problem can be circumvented by avoiding the use of integers (and

multiples of one-fourth and one-third) as stratum boundaries.
if the appeal of integer boundaries is strong, the fence-sitting
population units may also be divided equally into two groups and assigned
at random to the adjacent strata.
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Turning to specific variables, Table 4.7 gives the relative errors or
coefficients of variation (CV) of some estimates from the Davao III benchmark
survey. The sampling design involved several levels of stratification,
including main crop grown, tenure and size of landholding.11  These CVs refer
to estimates of totals for major geographic strata, i.e., the project area
consists of two distinguishable units (I and II), each of which is subdivided
further into two sub-areas (upstream and downstream) according to the
location of each relative to the proposed main water canals.  The CVs can
only described as high;12 hence it is doubtful whether the estimates can be
useful as PBME benchmark indicators.

Thus, one could ask whether the extra effort and expense of the
elaborate frame and use of the complicated sampling design were justified by
the results, and whether more efficient approaches could be found and
recommended for future surveys of a similar nature. A partial answer to the
latter question is found in the sample in section VI, which shows that there
is much room for improvement via simpler but more efficient sampling designs.
As for the first question, one could compare the CVs in Table 4.7 with the
results if unstratified srs were used instead.    In the latter, the CV of a
total (or mean), ignoring finite correction factors, is (�/µ)/�n. For
landholding, �/µ = 3.26/2.56, hence for a sample of comparable size such as
the Davao survey, the CV of an estimate of the total or mean is 1.27/ü245 -
0.08 or 8 per cent.  Notice that this is two percentage points higher than
the sample estimate in Table 4.7; this gives us a rough idea that the rather
complex sampling design used was not substantially more efficient than
straightforward srs of farm households.

                                                
11 Details of sampling and estimation procedures are given in David (1982b).

12 A practical interpretation of the CV is made easy by associating it with
confidence intervals. The mean x from a large sample is approximately
normal with mean j and standard deviation �x = �/√n (ignoring finite
corrections); hence we can correctly make the statement, “the chance is 1-

� that 
th
x  will lie in the interval µ±z�/2�x ”, where z�/2 is the (�/2)

percentile of the standard normal density, and o<�<l is any chosen
probability level. Since by definition the CV of x is CVx = �x/µ, or a �x =

µCVx , the interval can be written as

µ ± z�/2 CVxµ = (1 ± z�/2 CVx) µ

For a 0.95 confidence level, z025 = 1.96 = 2 and the coefficient of µ
becomes (1±2CV), which is (1±0.10), (1±0.20) and (1±0.20) for CVx = 0.05,
0.10 and 0.15 respectively. Thus a CV of an estimate equal to 5, 10 and 15
per cent corresponds to a 95 per cent confidence that the estimate will
lie within 10, 20 and 30 percentage points, respectively, of the true
parameter.
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Table 4.6. Classification of Davao III Sample Households by
Landholding Size from the List of Households and the
Benchmark Survey

From List
From Survey Under 3 ha. 3 –7 ha. Over 7 ha. Total

Under 3 ha. 78 31 0 109

3 – 7 ha. 8 47 4 59

Over 7 ha. 1 9 67 77

Total 87 87 71 245

Table 4.7. CV of Selected Statistics, Davao III
PBME Benchmark Survey, 1981

(Per Cent)

Total Production Total Area Planted
Total

LandholdingStratum Sample
Size Rice Corn Rice Corn

Unit I - Upstream 64 13 47 14 22 15

Unit I - Downstream 40 60 98 83 100 12

Unit II - Upstream 68 19 27 21 17 12

Unit II - Downstream 73 17 29 13 13 12

Unit I 104 31 50 18 21 10

Unit II 141 13 20 13 11 9

I + II (Project) 245 12 19 11 10 6

V. INFERENCE CONCERNING DOMAINS THAT CUT ACROSS STRATA

A. Introduction

The word domain is used to mean a subpopulation for which
separate estimates are to be computed. Ideally, domains should be made
equivalent to the strata so that, as mentioned previously, data analysis
becomes simple and the estimates have small sampling errors. However, there
are many reasons why domains and strata boundaries might fail to coincide.
To begin with, domains may not be designated as strata, as when the sex of
respondents cannot be known beforehand but sex-disaggregated estimates are
desired.  Secondly, sampling units may be misstratified, as in the
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Tulungagung and Davao III surveys. Thirdly, sampling units may move into
other strata between the time of stratification and the actual survey, as in
the West Java mechanization consequences survey.   Occasionally, combinations
of these three occur simultaneously.  But their effect, individually or
collectively, on the data analysis and estimates is more or less the same:
the former becomes more complicated and the latter less precise.  We saw in
subsection IV.C what misclassification did to the estimates of the Davao III
survey.  Here we use the Nueva Ecija survey to illustrate a method of
analysis and the effect on the sampling error of estimates when sampling
units move across strata.

The procedure for choosing the eight sample villages in the Nueva
Ecija survey was described in subsection IV.A. A complete census of
households in the sample villages was made, after which the rice farm
households among them were grouped into nine strata according to water source
and power source for land preparation as shown in Table 5.1, first column. A
sample of 337 rice farm households, with allocation as shown in the third
column, was drawn using srs in each stratum.  This same sample was to be used
for a series of surveys covering two crop years. Migration, changes in
occupation and a few non-responses reduced the sample by one to three units
per stratum by the time of the first (1979 wet season) survey, to a total of
320 (see last column).  Since this attrition was more or less evenly
distributed among the strata, this low attrition rate (5 per cent) does not
warrant any change in the approach to the analysis of the data.

What should cause greater concern, however, is the significant
shifting of the remaining units across strata. Compare the original
classifications of the sample units according to the household census (last
column of Table 5. 1, which is reproduced as the column labeled "Before" in
Table 5.2) with the actual classification discovered during the 1979 wet
season survey interviews (labeled "After" in Table 5.2).  For example,
rainfed animal-powered farms increased from 43 to 97, with the latter number
of farms coming from six different strata, including 38 of the 43 original
rainfed animal-powered farms. While these classification changes provide
useful information, at the same time they laid to waste the work that went
into stratification and sample allocation.  Intuitively, these changes also
ought to be reflected in, and force a logically correct approach to, the
statistical analysis of the data.

B. Superpopulation Concept for Analytic-Surveys

In order not to obscure the main object here - which is to point
to an approach for analyzing data when units have moved across strata - with
undue mathematical complexities, we ignore the fact that the sample was drawn
in two stages and assume that:

(a) The sample in Table 5.1 (last column) is a stratified single-
stage srs from the finite population described in the same table (second
column).

(b) The sampled population in Table 5.1 is in turn a stratified
srs from an infinite (super) population whose units are distributed to the
nine strata in the same proportions as Table 5.1, i.e., .288 (= 257/893) of
the infinitely many units are rainfed animal-powered, etc.

The concept of a finite population itself being a sample from an
infinite superpopulation is an old idea (Cochran, 1939; Deming and Stephan,
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1941) which has found increasingly wide acceptance (see e.g. Hartley and
Sielken, 1975) because, among other things, it is a simplifying assumption.
Applied to the-Nueva Ecija survey, it means accepting that (i) the target of
inferences in the mechanization consequences study was all the while some
conceptual infinite population, and (ii) the intricate selection procedure
that led to the sample rice farm households of Table 5.1 can be assumed to be
equivalent to srs. It would not be surprising if (i) fits the research
proponents' thinking, but (ii) could draw mixed reactions, particularly since
some non-probability-based judgment went into the choice of the study areas
from which the sample units came (for details, see P. L. Lim, 1982).

With a superpopulation as the object of inferences, finite
population correction factors drop out of estimators, allowing for somewhat
simpler computation.     Also, if the sample is srs from the finite
population, which in turn is srs from the superpopulation, then estimates
that are unbiased for the first are also unbiased for the latter population.
However, complications arise; for example:

(a) Non-srs is used to draw the sample from the finite
population.   This is the case with Table 5. 1 which is a stratified sample
and, although srs was used in each stratum, the sampling rates among strata
(which are also the inclusion probabilities) are very unequal. Hence the
total sample is non-srs.

(b) The sample units change classification, as in Table 5.2.

Presumably, the superpopulation undergoes changes also. The
problem is how to proceed with the statistical analysis in the face of these
complications.

Table 5.1. Rice Farm Households Stratification and
Sample Allocation, Nueva Ecija Survey

Water Source-Power Source
(Stratum)

Stratum
Size

Initial Sample
Allocation

1979 Wet Season
Survey Sample Size

(1) Rainfed - Animal Power 257 46 43
(2)    "    - 2-Wheel Tractor 82 37 36
(3)    "    - 4-Wheel Tractor 54 35 32
(4) Irrig.,  I Crop – Animal

Power
25 21 20

(5)    "            - 2-Wheel
Tractor

50 32 29

(6)    "            - 4-Wheel
Tractor

24 19 18

(7) Irrig., 2 Crops - Animal
Power

98 42 41

(8)    "            - 2-Wheel
Tractor

239 66 64

(9)    "            - 4-Wheel
Tractor

64 39 37

Total 893 337 320
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Table 5.2. Before and After Classification of Sample
Farm Households, Nueva Ecija Survey

Before
↓

After → (1) (2) (3) (4) (5) (6) (7) (8) (9)

(1) 43 → 38 2 3 0 0 0 0 0 0
(2) 36 → 23 10 3 0 0 0 0 0 0
(3) 32 → 21 5 5 1 0 0 0 0 0
(4) 20 → 7 0 0 6 0 0 6 0 1
(5) 29 → 0 0 1 0 1 0 3 16 8
(6) 18 → 2 0 0 2 0 1 3 6 4
(7) 41 → 6 1 1 1 0 0 24 1 7
(8) 64 → 0 0 0 0 0 0 11 44 9
(9) 37 → 0 0 0 1 0 0 9 7 20

320 97 18 13 11 1 1 56 74 49

C. Inference Concerning Proportions

A tempting and, unfortunately, commonly used procedure in
,analyzing survey' data is to assign equal weights to the units in Table 5.2
regardless where they fall, and to ignore the fact that some were originally
drawn from other strata. For example, from Table 5.2,

303.0320/97~ ==p

is used to estimate the proportion of rainfed animal-powered farms, with
standard error.

)~.(. pes   ( )[ ] 2
1

319/~1~ pp −=
026.0=

Estimates for the other domains are computed similarly.  However, this
ignores whatever effect the sampling design has on the estimates, such as the
fact that stratum weights and sampling rates vary across strata. These
unweighted estimates are therefore biased even for the finite population of
Table 5.1.

On the other hand, the usual stratified (weighted) estimator,

∑= ii ywy , is design-unbiased, where NNw ii /=  is the stratum weight and iy

is the in  sample observations in stratum i.  When applied to the proportions,

say, of rainfed animal-powered units, iy  is replaced by iii nnp ′′ = , where in ′

denotes the number among the original in  sample elements in stratum i that
were found to be rainfed animal-powered. (These are 38/43, 23/36, ..., 0/37,
as can be verified from Tables 5.1 and 5.2). Hence,

∑ == ′ 382.0ii pwp
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is   a   design-unbiased      estimate    of   the   proportion    of
rainfed animal-powered farms. Its sampling error estimate is

{ } 212 )1/()1(1().(. ∑ −−−= ′′ iiiii npppwpes

018.0=

For comparison purposes, estimates of p~ , p  and standard errors for the
other strata (also considered here as domains) are given on Table 5.3. In
exchange for their easy computability, the cost of using the unweighted
estimates can be severe:

(a) The biases cannot be assumed away as negligible.  The average

value of the relative biases ).(./~
iii pespp − in the nine strata is 1.66.

b) The standard errors of the unweighted estimates tend to be
higher than those of the weighted estimates. The former do not truly reflect
the survey design's effects, i.e. they would be statistically appropriate had
the observed frequencies in Table 5.2 come from a single srs of size 320 from
the 893 population units.  A measure of the soundness of this simplification
is given by the ratio13 )~.(./.(. ) ii pespes , with values close to unity being
supportive of the adoption of unweighted sampling errors.  The ratios range
from 0.33 to 1.18 for the nine strata (domains), with a mean of 0.75.
Thus, on average, )~.(. ipes exceeded the statistically correct ).(. ipes  by a non-
negligible margin.

(c) The use of unweighted estimates in this particular case
therefore can be misleading.     For example, "large sample" 95 per cent
confidence intervals about the proportion of rainfed animal-powered farms are
given by

(0.303 ± 1.96 x 0.026) = (0.25, 0.35)
and

(0.382 ± 1.96 x 0.018) = (0.35, 0.42)

from the unweighted )~( p and weighted )( p  estimates respectively.  Thus, if it
were of interest to speculate whether there was a change in the proportion
from the initial 257/893 = 0.29, the first interval would support a status
quo conclusion, but the second would point to an increase.

D. Inference Concerning Continuous Variables

A problem that needs settling first concerns the small
frequencies in some domains of interest (strata in this case), 2 of which
have I observation each and another three of which have less than 20 (see

                                                
13 This ratio of the standard error computed in accordance with the survey

design to the standard error under srs is called the design factor (deft)
by some authors (see e.g. Verma, 1982); its square, or the ratio of the
corresponding sampling variances, is called deff, an acronym for design
effect, due to Kish (1965).  For details on further uses of deff, see Kish
and Frankel (1974).
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last row of Table 5.2). The usual solution is to collapse these in some
meaningful way which would result in larger samples, e.g.

Animal Tractor Total
One-crop 108 33 141
Two-crop 56 123 179
Total 164 156 320

The one-crop domain includes rainfed and irrigated one-crop categories.
Again, researchers occasionally assume that these four frequencies represent
simple random samples and proceed with an unweighted analysis.

Table 5.3. Unweighted and Weighted Estimates of Domains and their
Sampling Errors, Nueva Ecija Survey

Domaina p~ )~.(. pes p ).(. pes

(1) 0.303 (0.026) 0.382 (0.018)

(2) 0.056 (0.013) 0.051 (0.013)

(3) 0.041 (0.011) 0.042 (0.013)

(4) 0.034 (0.010) 0.018 (0.005)

(5) 0.003 (0.003) 0.002 (0.002)

(6) 0.003 (0.003) 0.001 (0.001)

(7) 0.175 (0.021) 0.146 (0.017)

(8) 0.231 (0.023) 0.240 (0.018)

(9) 0.153 (0.020) 0.118 (0.016)

Total 1.000 - 1.000 -

a For illustration purposes, the domains were chosen to coincide with the
stratum classifications (see Table 5.1 for descriptions).

Thus, if x denotes net farm income,

are estimates of   the average net farm earnings and its standard error
respectively of    the one-crop animal-powered (oa) farms.  These and similar
estimates for the other domains are given in Table 5.4.

One can think of the actual net income among the oa farms as oaX ,

where oaN is the number of oa farms (in the finite population), and oaX , is
the sum their net incomes. Under assumption (b), section V.B., this ratio is
a consistent estimate of the corresponding parameter of the superpopulation.
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However, both numerator and denominator are unknown and need to be estimated
from the sample.  If in denotes the number of oa farms among the in  sample

units in the original ith stratum, the quantity )/( iii nnN ′  estimates the

number of oa farms among the original iN units, and the sum across strata

∑ ′= )/(ˆ
iiiioa nnNN

is unbiased for oaN .  It can be verified that 356ˆ =oaN , which is almost 20
per cent higher than the unweighted srs estimate, 893(108/320) =301.

Similarly, with ikx  as the net farm income of the ikth sample
unit, where i denotes the strata and k the units within the strata, define

The sample mean, ∑ ′′ = ikii nxx / , is an unbiased estimate of the average the

kix ′  among the original iN  units in the ith stratum, ii xN ′ estimates the total,
and the sum

∑ ′= iiioa xNX̂

is unbiased for oaX  .  Hence,

oaoaoa NXx ˆ/ˆ=

is a consistent ratio estimate of oaoa NX / .  It is well-known that the

variance of oax  is more complex and involves a non-zero covariance term (see
e.g. Cochran, 1977, Chapter 6):

Numerical results for the four domains are given in Table 5.5.
Notice the differences between these and the unweighted estimates in Table
5.4, although the two sets lead to overlapping confidence intervals (or to
the same conclusions on tests of hypotheses about means) owing to the large
standard errors.

Inferences concerning differences between domain means, say,
between one-crop animal-powered (oa) and one-crop tractor-powered (ot) farms,
require the variance of the difference, var )( oaoa xx − .  Since both types of
farms are found together in same of the original strata, the covariance
between oax  and otx  will not be zero; thus var )( otoa xx −  will have a
forbiddingly complex form. Fortunately, the covariance term tends to be
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relatively small because it involves the product )()( otioai PP ′′ (Kish, 1965,
p.135); 'hence,

)var()var()var( otoaotoa xxxx +=−
usually is a reasonable approximation.

Table 5.4. Unweighted Estimates of Average Net
   Farm Income and Standard Errors

      (Pesos)

Animal Tractor

One-crop 1218
(207)a/

1102
(553)

Two-crop 2110
(376)

3279
(374)

   a/ Standard error.

Table 5.5. Ratio Estimates of Average Net Farm
   Income and Standards Errors

(Pesos)
Animal Tractor

One-crop 1126
(250)a/

827
(285)

Two-crop 2110
(422)

3397
(305)

   a/ Standard error.

In summary, cross-classification causes complications in
estimation, but neglect of this complexity in favor of simplifying
assumptions such as srs-based estimation can lead to serious mistakes. (Kish,
1965, Chapter 14 and Kish and Frankel, 1974 present numerous examples).
Cross-classification also leads to higher sampling errors, resulting in loss
of power or sensitivity of significance tests.   For example, the standard
errors in Table 5.5 average to roughly 300 pesos; hence an observed
difference between two domain means has to exceed (1.96)(300)√2) = 832 pesos
before the true means can be declared "significantly different."     Note,
however, that this threshold value already exceeds one of the means in Table
5.5.   (Likewise, earlier results from the Davao III Survey for rice area and
production show a 30 to 100 per cent increase in sampling variance due to
cross-classification compared to when the domains coincide with the strata
(David, 1982b).

Exceptions to the above-mentioned general conclusions are: (a)
when the domain frequencies (say, Mi) are known, in which case the
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straightforward stratified estimates with Ni replaced by Mi can be used with
little or no loss in precision, or (b) when the proportion of the domain
units in the population is high.    Durbin (1958) observed that most of the
advantage of stratification will be lost if this proportion is small, while
only if the proportion is close to unity will the advantage be retained.

VI. REPLICATED SYSTEMATIC SAMPLING APPLIED TO A PBME SURVEY

This chapter discusses the stratification, sample selection and
estimation for a small project benefit monitoring and evaluation (PBME)
benchmark survey.  The key points emphasized include the choice of stratum
boundaries that are expected to be stable through time, the use of replicated
sampling to simplify (and, if necessary, phase) computations, and more
careful attention to the choice and use of computer-assisted stratification
and selection procedures.

A. Sampling Design Requirements of PBME Surveys

The National Irrigation Administration was proposing to dam the
river Mal in Davao Province, Philippines, in order to irrigate about 3,000
hectares of farmland. A feasibility study completed in early 1982 tentatively
confirmed the viability of the proposal.     Subsequently, a complete listing
of the households in the area demarcated by the feasibility study was done in
August 1982, which was to serve as the sampling frame for a benchmark survey
to be conducted towards the end of the year.14    The survey was to provide
baseline data for checking further the information used in the feasibility
study, for use by a project appraisal mission to be fielded shortly, and for
comparison with results of future monitoring and impact evaluation studies.
The problem was to evolve a design for the survey with about 200 sample farm
households such that:

(a) A few point estimates to be used as key PBME indicators, e.g.
area and yield of paddy and corn, would have CVs not exceeding 10 per cent.
This was to ensure success for the evaluation or impact assessment function
of the PBME in the sense that the benchmark and evaluation surveys to be
conducted after project completion (which are normally envisaged to share the
same sampling design and sample to the extent possible) could detect with
high likelihood relatively small changes in the indicators, say, 20 per cent
change in yield or cropping intensity index.

(b) The estimation procedure, especially of sampling errors,
would be easy and could be done by microcomputers or programmable
calculators, if necessary. Speed in data processing was an overriding
consideration in order for the monitoring function of PBME to be effective in
providing timely information to project management as to whether the project
was progressing according to plan, or whether some action needed to be taken
to put the project back on track.   Falling back on programmable desk

                                                
14 The listing sheet used was the same as for the Davao III survey which

recorded the following data on each household: number of members; whether
farm or non-farm and, where applicable, tenure, size of landholding inside
and outside the project area separately; whether irrigated or not; areas
planted to individual crops and mixed crops separately; and location
(upstream or downstream) with reference to the future source of irrigation
water.
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calculators is often a necessity in some DCs, all the more so since most
development projects and PBME executing teams often are in rural areas.

(c) Data collection for an irrigation PBME would be mainly but
not exclusively through a series of farm household surveys.  As mentioned in
section II, the two main surveys are the benchmark survey before project
implementation and the provisional impact evaluation survey after project
completion (with a third in the distant 'horizon, namely, a final impact
evaluation survey at full project development). In-between, smaller-sized
surveys were also to be conducted at the end of each cropping season.
Ideally, these surveys would share the same sample, with the crop season
surveys being based on a subsample of the main ones.  The sampling design,
therefore, was to be amenable to easy selection of subsamples from the main
sample.

B. Replicated Sampling for Easy Computation of Sampling Errors.

Instead of the more common practice of drawing a single sample of
n units, consider selecting r independent samples each of size m = n/r from
the same population.    Let rxxx ....,,2,1  be unbiased estimates of some target
parameter, say, µ. The mean

∑= jxrx )/1(

is also unbiased, with sampling variance rx
x

/22 σσ =  . Since

( )∑ −−= )1(/
2

2 rrxxs j
x

 ,

which is very easy  to compute, is an unbiased estimate of 2

x
σ .

If the sampling procedure for the independent samples is such that xx ...,1  are
equally easily calculable, a programmable hand calculator would do the job if
the number of variables is not overly large.  Also, (6.2) remains valid even
when different sampling procedures are used for selecting the r samples, as
long as these are drawn independently.15

One disadvantage of (6.2) is its relatively small degrees of
freedom, r-1, compared to a single sample's n-1.    This means that it is
less stable, especially if r is small. Depending on their purposes, writers
have varying opinions about the number of replicates that can be considered
sufficiently large.  Mahalanobis (1946) often used four replicates, Deming
(1960) ten, and Kish (1965) favors a larger number from 20 upwards.  The
sample selection and variance computation is quicker with fewer replicates.

                                                
15 The formulas take on slightly more complex forms if the independent

replicates have different sizes, say ml , …, mr.  In this case, an unbiased

estimate is given by ∑= jj xwx  , with sampling variance

)1/()( 22 −−= ∑ rxxws jj
x

,

where ∑= jjj mmw / .
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For a fixed n, a small r implies large replicate size m; hence the replicate
mean xi more closely approaches normality.   The variance estimate (6.2),
however, will have fewer degrees of freedom; hence it is less stable.  If

interest in the xj is secondary to that in x , it is advantageous to have
more replicates, as this makes the Variance estimate more stable.

Replicated sampling is not new. Mahalanobis' (1946) method of
interpenetrating samples Is an ingenious scheme be used effectively in India
not only to simplify calculations (a necessity at that time) but also to
estimate from the same survey non-sampling errors attributable to survey
instruments, e.g. to interviewers when these are assigned In some random
manner to the samples and they go about their tasks independently of each
other.        Deming (1960) calls replicated sampling the Tukey plan and had
developed numerous ramifications which he has used almost exclusively in his
work since the 1950s.

Note that with replicated sampling, subsampling becomes easy too.
Instead of choosing a fraction say 112, of n labels, pick 1/2 of r numbers
(assuming r/2 is an integer).       Also, if partial rotation or replacement
of sampling units for the crop season surveys is desired, e.g. to reduce
respondent fatigue from continuous interviewing, a rotation scheme involving
replicates is more manageable than one based on individual sampling units.

C. Systematic Sampling for Easy Sample Selection and as a Substitute for
Stratification.

A simple way to draw r independent replicate samples, each of
size m is as follows: imagine the N population units arranged in a circle and
numbered continuously so that after the first round, unit I gets recounted as
N+1, 2 as N+2, etc. Draw a number S1 at random from 1 to N.   This identifies
the first systematic sample composed of the m units numbered S1, S1+I,
S1+2I,... , where I is the integer nearest to N/m.   This procedure is called
circular systematic sampling (see e.g. Murthy, 1967, p.139) and guarantees a
sample of size m regardless of whether or not N is exactly divisible by m.
The process is repeated r times, rejecting any random number that does not
yield a sample distinct from previously drawn ones.

If the population units have been listed first according to
increasing size, say, of landholding, drawing a systematic sample is like
constructing m strata and choosing one unit from each.   Thus r systematic
samples capture the precision of stratified sampling with r units per stratum
drawn with equal probability without replacement, but avoids the data
analysis complications brought about by mis-stratification as well as changes
in classification of units.     The latter point is vitally important with
PBME surveys since the project itself causes some of the changes in
classification; for example, new irrigation induces changes in the cropping
system and increases farm size through land consolidation.

Replicated systematic sampling (rss) may even give more precise
results than stratified sampling.  Consider r replicates, each being a
systematic sample of size m drawn from a population with units listed in
ascending rank according to some measure of size:
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The rows roughly correspond to samples from m (pseudo) strata of the same
size (N/m).  The variance of the stratified mean is computed from individual
units within rows, i.e.

∑
m

jj swrl
2*2)/(  (6.3)

where 
2*

js  is the variance among values in the first row, 
2*

2s  in the second

row, etc.   We have seen in the previous chapters how, 
2*

js  can become
inflated by    a few mis-stratified units, thereby increasing t e sampling
variance     of the stratified mean.        On the other hand, each column
(systematic    sample) will have a purposefully very high variance, with the

units    spanning almost the whole range of x and with mjjj xxx ≤≤≤ ...21  for all j
= 1, 2, ..., r expected to hold if the population units were ranked correctly
and x correlates highly with the ranks.   This is one situation in which
systematic sampling works best; each jx  can be expected to be close to the
target.                Errors in the rankings of the population units might
introduce inversions in the ordering of the sample units, but the collective
effects of these errors on the systematic sample mean tends to be self-
cancelling in many applications.    Moreover, what is crucially important is
the fact that, unlike the stratified sampling variance (6.3) which is
computed from individual observations, the variance of the replicated
systematic sample (rss) mean (6.2) is computed from rxxx ,...,, 21  only, and is
therefore less sensitive to large variations among individual sample units.

D. Stratification Superimposed on Replicated Systematic Sampling (rss).

It is advisable to construct strata the boundaries of which can
be expected to remain fixed over a period of time (e.g. geographic location),
reserving the more dynamic variables (e.g. farm size) for use in ranking
units prior to systematic sampling.  If in each stratum, r are drawn, the
entire sample will be self-weighing; i.e., the population units all 'nave
equal chances of being included in the sample. With k strata there will. be
kr replicate means, each based on m observations, as follows:
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Each mean ix in the last column corresponds to equation (6.1) and is unbiased
for the stratum mean, with variance being given by equation (6.2). The grand
mean,

is an estimate of the population mean, with variance

based on k(r-1) degrees of freedom.

A short-cut, logically valid and unbiased estimate of the
variance of x.. can be obtained by taking advantage of the order in which the

replicate systematic samples were drawn. Note that ∑= ilxkx )/1(1.  is an
unbiased estimate of the population mean from the first systematic samples;
the same is true of 2.x  from the samples drawn second, etc. Being
independent, an unbiased estimate of the variance of these r estimates is
given by

which is of the same form as (6.2). Unlike 2
..xs  however, 2

..ˆ
xσ  is based only on

(r-1) degrees of freedom.
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E. An Example: Design and Analysis of the Mal River Irrigation PBME Benchmark
Survey

1. Introduction

Being one module of a larger project, the Mal (subproject area
covers only 10 villages with 1,183 resident farm households. From a sampling
design viewpoint, Mal is a separate domain of study requiring its own
independent PBME.   Its small size compared to most irrigation projects makes
it a manageable example.  On the other hand, it does not afford much
flexibility in the choice of sampling procedures.   The small number of
villages rules out sampling in two stages.   There is a limit to the number
of strata that could be constructed out of 1,183 sampling units.
The number of sample households allocated to Mal is only a portion of the
total for the entire project, and has in fact been pegged at 200.       These
and the design requirements discussed in subsection VI.A led to the choice of
a self-weighing stratified single-stage procedure with replicated systematic
sampling (rss) in each stratum.

We now illustrate the steps followed in arriving at and
implementing the design. No new theory is invoked, just a rearrangement of
well-known sampling techniques for the purpose of arriving at simplified
procedures of sample selection and estimation, with gains in overall
statistical precision.

We should, however, first point out a twist: the common practice
of choosing a sample as quickly as possible without the benefit of numerical
experimentation and testing often creates uncertainty about the end results.
It also leads inevitably to difficulties in data processing and analysis.
There is much merit in changing the order of priorities: invest more effort
in careful selection of the sampling design (which often means extensive
computer work) to make data handling easy (possibly not even computer-
dependent), and to provide some assurance that the final results will live up
to expectations.  The choice of a final sampling design should be aided by a
systematic process of comparing alternatives through conceptual and empirical
investigations using frame and other relevant background information.

2. Relative Precision of Systematic Sampling Over srs

We first verify whether or not systematic sampling yields more
precise estimates than srs.  This is done by choosing a set of representative
variables from the frame (in our case farm, rice, corn and sugarcane areas
separately) and computing for each variable and a few values of n, CV = �/µ
and the CV of a mean under srs, CV (srs) = CV/√n.  Next, the 1183 farm
households are sorted according to increasing size (of total farm area), all
systematic samples of size n are drawn and the comparable CV (ss) are
computed.   There are only I = N/n possible samples, so the above sampling
experiment will not require much computer time).   The results are summarized
in the first six rows of Table 6.1. The major finding is that:
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(a) Systematic sampling can be much more precise than srs if the
variable of interest correlates highly with the size measure. For the size
measure itself, viz. farm area, the ratio CV(srs)/CV(ss), which is also the
ratio of the sampling errors or deft, ranges from 2.0 when n = 50 to 4.0 when
n = 200. On the other hand, the ss results for the three crop areas are
hardly any better than those of srs. This is to be expected in an area
practicing multiple and mixed cropping (as opposed to single cropping); farm
area, which, is the sum of the parcels planted to individual as well as mixed
crops, does not correlate highly with the area of any one crop.  However, it
should be possible to some extent to construct single crop strata; e.g., a
corn-only stratum in which using corn area as size measure, ss will be much
more precise than srs.

There are other incidental but useful observations from Table
6.1.

(b) Farm area is understandably less variable than some of the
individual crop areas.      This fact is of relevance when designing future
surveys of a similar nature in which data on farm area (or landholding) is
the only prior information available for each sampling unit.16  Corn is the
most prevalent crop in this largely non-irrigated area, which is the main
reason why its variability is low and rivals that of farm area; this
distinction would normally be attributed to rice in the case of irrigated
areas. On the other hand, sugarcane area tends to be sparsely distributed
with increasing concentration around sugar mills; being an export-oriented

                                                
16 An example of a survey the sampling design of which was heavily dependent

on landholding as a main stratification variable is the Davao III
benchmark survey: Table 4.7 of Chapter IV shows that the CV for
landholding estimates was low.  However, failure to take account of the
much higher inherent variability of areas of the individual crops resulted
in higher CVs for these crops.
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crop, it is also planted in some relatively larger farms; hence its much
larger variance.

(c) The sampling results are useful reminders of the relationship
between sampling error, sampling procedure and sample size. Given a sampling
procedure, say srs, CV(srs) = CV/√n declines slowly in the order of l/√n.
This is illustrated in Figure 6.1 below (for farm area).

Changing to another sampling procedure means shifting to another sampling
error curve, as exemplified by the CV(srs) and CV(ss) curves. Thus, switching
to a more precise sampling procedure usually is a more cost-effective means
of reducing sampling error than increasing n.

(d) A single systematic sample, no matter how many units it
contains, is an srs of one cluster only.  Hence, it cannot yield an unbiased
estimate of the sampling error. A practical way to circumvent this problem is
to draw r replicate systematic samples each of size m, where r x m = n.   The
last three rows of Table 6.1 contain the results for r x m = 2 x 50, 4 x 50
and 2 x 100. These show that the price paid for having a valid estimate of
the sampling error is a slight loss in precision.  Figure 6.1 provides a
visual comparison, where the CV(ss) curve is for r = I and the CV(rss) curve
is for n = r x 50.

3. Constructing Strata

We document in this subsection the highly judgmental nature of
the craft of constructing strata. The sampler must devise, improvise and
test, guided only by a clear goal, which in this case is to determine if
strata can be formed, which when sampled internally using rss, will reduce
the CV of estimates to acceptable levels, i.e. less than ten per cent.

The task requires familiarization with the structure of the
target population.    After examination of the project area map with
villages, cropping pattern and the proposed engineering works superimposed on
it, a decision was  made   to   explore    two-way stratification by
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geographic location relative to the dam and main water canal sites, and by
crops, bearing in mind that each stratum should be reasonably large to allow
rss.

The distribution of the 1183 farm households by crop and
geographic location is shown below:

(i) All but I of the irrigated rice f arms are in the Downstream
Left Bank (DL) cell. The 19 rainfed rice farms are too few to compose a
stratum. Thus, we try forming one "rice only" stratum from the a and b rows
(N1 = 228). This stratum is expected to remain relatively homogeneous with
the Impact of the project being felt mainly on improved water management and
provision of irrigation for the 19 rainfed farms.

(ii) The corn f arms (row c) are the main target of the
irrigation project.  This initially homogeneous group is expected to undergo
transformation to mixed rice-corn as the project progresses, and to finally
become a homogeneous rice group after project completion (assuming the
project is successful in bringing irrigation to these areas). The individual
cells (c, a), (c, b) and (c, c) are large enough to be separate strata; i.e.,
we try forming three corn strata with sizes N1 = 191, N2 = 149 and N4 = 237.

(iii) There is some doubt whether the sugarcane and coconut farms
could readily switch to irrigated rice.  They are also too few to be separate
strata.  Initially, we try fusing the a and b columns of rows d-f into one
stratum (N5 = 177), and take the c columns of the same rows as another
stratum (N6 = 201).
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The next step is to arrange the units in each stratum by
ascending farm size (which is equal to rice area and corn area for S1 and S2-
S4, respectively) and to conduct systematic sampling experiments! We raw all
systematic samples with sampling interval I = 6, 12, 24, and number of
replicates r = 1, 2, 4, respectively, so that in each case the total sample
size is 200.   The results for the first four strata, summarized In Table
6.2, are good. The CVs of estimates for rice and corn areas are all less than
ten per cent, even at the strata level. The combined estimate for the four
strata has a CV slightly over two per cent with r = 1, which increases to
only three per cent when r = 4.

On the other hand, the outcome for the last two strata is far from
satisfactory, as shown by the following CVs (with I = 6 and r = 1):

Variable New S5 New S6

Farm area 6 9
Rice   " 30 131
Corn   " 11 20
Coconut " 209 132
Sugarcane " 31 10

The results for rice will negate or dilute the high level of precision
achieved in S1, and will raise the CV of the project-wide estimate to an
unacceptable level. The CVs for coconut are unusually high. The major source
of variability is the low proportion of the individual crops in these strata;
e.g. , there are only 14 and 24 units with coconut in S5 and S6 respectively,
S6 has only five with rice, etc.  A secondary source of variability Ps the
presence of a few large coconut and sugarcane farms; e.g., only 27 out of 177
units in S5 have sugarcane, with the largest being 25 hectares.

There is a need to restratify, but how?  There are many
alternatives:   (i) The only way to get decent results for coconut and
sugarcane is to isolate these into separate strata. However, these will be
very small strata which we may find will require higher sampling rates,
thereby causing us to forsake the goal of a self-weighing sample. Secondly, a
small proportion of these farms grow also rice and corn (and other minor
crops); this in turn will produce estimates with high CVs: (ii) Farms in S5
and S6 with rice and/or corn mav be merged with the first four strata;
however, this means that S1 and S2-S4 will cease to be rice "only" and corn
"only" strata respectively.  The resulting strata would then contain a small
proportion of other crops, the estimates of which will have high CVs;
(iii) We follow a third alternative which is to restratify the S5 and S6
units only. This means accepting high CVs for coconut, sugarcane and other
minor crop statistics   from the main survey, and perhaps supplementing these
with specialized studies specific to these crops.  (It was mentioned
previously   that coconut and sugarcane areas may not shift to rice readily).
We should also not expect rice and corn statistics with CVs comparable   to
those in S1-S4 , since many of the units practice mixed or multiple cropping;
hence @here is a natural limit to the stratum homogeneity that can possibly
be achieved.
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We replace S5 and S6 with

New S5 = all farms in S5 and S6 that have rice (N5 = 117)
New S6 = all others without rice (N6 = 261).

These strata give better results on average than the previous ones, as seen
from the following CVs (from a sampling procedure with I=6 and r=1)

Variable New S5 New S6

Farm area 15 4
Rice   " 31 -
Corn   " 14 21
Coconut " 138 63
Sugarcane " 137 24

The results for all six strata are summarized in Table 6.3.
Notice that the CVs of the project estimates for the farm and corn areas are
wel-I within the prescribed limit.   The CV for the rice area is just about
on target (10.1%); however, only further marginal improvement, if at all, is
possible since rice (at benchmark) is found in SI and S5 only, the combined
sample size of which is only 58. The values f or coconut and sugarcane are
high as anticipated.

There is no appreciable loss in precision when the sample is
partitioned into two or even to four replicates.  Hence, we decide to use
stratified rss with six strata as given in Table 6.3, and with a sampling
interval of I=24 and r=4; this gives us a self-weighing sample of 200 farm
households.  The degrees of freedom range from six for the estimates for
rice, coconut and sugarcane, to a maximum of eighteen for the variables
present in. all strata.

4. Selecting the Sample

S1, has 288 units; hence the sample size per replicate is 228/24
= 10.  A random number (035) chosen between 001 and 228 identifies the first
sample, namely those numbered 035, 059, 083, 107, 131, 155, 179, 203, 227,
251 (-288) = 23, [275(-228) = 47] after arranging the farm households in
ascending farm size.   The last number in brackets is a replacement which is
to be given by the field supervisor to the interviewer only after two
unsuccessful callbacks, or when it has been ascertained beyond doubt that the
non-respondent unit should not have been part of the list.  This replacement
procedure ensures a self-weighing sample.  This also is intuitively sound
since every one of the remaining population units has an equal chance of
being a replacement due to the fact that the random start is chosen from the
range 001 to 228.17  (If the random start were chosen from the range 001 to
024, the replacement would always be a small farm and estimates would be
negatively biased).   The process is repeated until four distinct systematic
samples are obtained.  The same procedure is followed for the remaining
strata.

                                                
17 The number of replacements in the actual survey was eleven, and there was

no replicate with more than one non-response.
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In the remaining subsections, some results from the benchmark
sample survey conducted in late 1982 are presented.

5. Estimation of Means and Sampling Errors

A first step in computing point estimates and their standard
errors is to set up a matrix of simple replicate averages, as shown below
(for corn areas harvested during the first cropping season).  The values are
expressed in hectares per farm household.
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The stratum means ( )( .ix are simple averages of the replicate means )( ijx , with
variances computed in accordance with equation (6.2).  The project mean

x..=1.439 and sampling variance 2
..xs = 0.00906 can be calculated easily using

equations (6.4) and (6.5) respectively.  The CV of x.. is 6.61 per cent.

Although 2
xs is easy enough to compute, a quicker and unbiased

estimate is provided by 2
..ˆ

xσ  of equation (6.6) using the four independent

estimates (of the project mean) given in the last row. However, unlike 2
xs

which has 15 degrees of freedom, 2ˆ
xσ  is based on only 3 degrees of freedom

and is therefore less stable.  The former is preferred for significance tests
and computing confidence intervals, with the latter being reserved for
quick off-the-cuff estimation purposes.18

6. Estimation of Ratios and Other Non-Linear Functions

The advantage of replicated sampling can be appreciated more
fully when estimating ratios such as crop yields.  Let ijy  and ijx  denote per
farm corn yield and area respectively in the ijth replicate. The estimation
of mean yield per hectare and its variance proceeds in the same manner

described above, with the replicate means being ijijij xyz /= . (Without
replicates, the variance of the mean yield involves not only the variances of
y and x, but also their covariance; see e.g. the ratio estimate oax  in
subsection V.D.

The procedure applies also to other statistics such as
differences between domain means and regression coefficients.  For instance,
instead of computing a single regression coefficient b from the entire

sample, independent estimates b1, b2 ... br can be computed; their mean b
                                                
18 For an even quicker estimate, the formula, s.e. (x..) = range of {x.1,

x.2, …, x.r}/r provides reasonable approximations for r between 3 and 13
see Kish, 1965, p.130).  In the above example, s.e.(x..) = (1.525 -
1.270)/4 = 0.0634.
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will have variance estimate ( )∑ −−= )1(/
22 rrbbs ib

 and 
b

sbt /=  under H0 : B =
0 will approximate a central t-distribution with r-1 degrees of freedom.
This circumvents the problem of sb being computed from a single sample
assumed to be an srs and thus being subject to a possibly large bias.
However, r should be much greater than four, which is possible with larger
surveys.

7. Some Summary Results and Lessons for Future Surveys

Some estimates and their CVs are summarized in Table 6.4. Allowing for
chance variation, the CVs of rice, corn and farm area estimates during the
first cropping season are within the range of the results of the previous
sampling experiments.  The same can be said of the statistics for coconut and
sugarcane, although the CVs are high as expected.   On the other hand, the
CVs of the second crop estimates are about twice higher than those of the
first crop. This was due to the preponderance of zero observations as seen
from the smaller proportion of cropped areas (62 per cent) compared to the
first (wet season) crop, and to the higher variability among the non-zero
observations brought about by fluctuations in water availability among farms.
This has important implications for sampling design.  If equal precision is
desired for both seasons, the dry season round should have about four times19
the sample size of the wet season round, at least during early phases when no
adequate irrigation facilities are available to make the cropping intensities
of the two seasons about the same. Otherwise, one should be prepared to be
saddled with results of limited usefulness: a statistic with a CV in the
neighborhood of 25 per cent provides a 95 per cent confidence interval that
is as wide as 50 percentage points on either side of the target parameter,
i.e. an interval that is as wide as the magnitude of the estimate itself.
Moreover, when comparing parameters between two reference periods or between
domains (e.g. with project versus without project or control), which is the
ultimate aim of PBME, higher precision should be required of the surveys
since inference concerns a smaller value, µ2-µ1 the estimate 12 xx −  of which
has a sampling error, which instead of being proportionately small, is in

fact larger than the individual estimate's by a factor of 2  (assuming
sample sizes and variances in the two periods or domains are equal).20

For high-impact projects where µ2-µ1 is expected to be large, e.g.
introduction of irrigation where there was none, the chances may still be
great that a significant difference or impact of the project will be detected
even when 

12 xx −σ is moderate.  However, when the expected impact is not be very
marked, e.g. improvement of an existing irrigation system, very "sharp"

survey instruments that will bring down 
12 xx −σ  to a very low level, (say 5% of

µ2-µ1) will be required to increase the chances of detecting moderate project
impacts. Otherwise, the inference (evaluation) procedure will tend to
consistently fail to discriminate between the absence or presence of any
project impact, thus making PBME a costly, futile exercise.

                                                
19 That is, if (CV/√n)dry = 2 (CV/√n)wet , the CVs, for the two seasons can be

made equal if ndry is made 4 x nwet.
20 With a common variance 2σ  and sample size n, nxx /2 22

12
σσ =− , hence

)/(2
12

nxx σσ =− .
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Table 6.4. Estimatesa and CVs from the Mal PBME Benchmark Survey, 1982

First Crop Second Crop Annual
Item Estimate CV Estimate CV Estimate CV

Farm area (ha/farm) -b - - - 2.62 6.86

Rice, irrigated
Area harvested (ha/farm) 0.99 16.54 0.64 25.49 - -
Production (kg/farm) 2294 17.37 1370 27.69 - -
Yield (kg/ha) 2182 10.00 1800 27.77 - -
2nd crop area/1st crop area - - - - 0.62 22.79

Corn
Area harvested (ha/farm) 1.44 6.61 0.46 18.85 - -
Production (kg/farm) 1712 15.40 277 19.40 - -
Yield (kg/ha) 1183 12.71 605 24.87 - -

Coconut
Area harvested (ha/farm) - - - - 0.20 33.21
Production (kg copra/farm) - - - - 286 26.4
Yield (kg/ha) - - - - 1052 41.71

Sugarcane
Area harvested (ha/farm) - - - - 1.06 27.08
Production (piculs sugar/farm) - - - - 90 47.82
Yield (piculs/ha) - - - - 86 26.91

a All area and production estimates are on a per farm basis, which when
multiplied by N=1183 give estimates of project totals.

b Not required or not applicable.
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